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Required to: 

1. Create an Application Load Balancer (ALB). 

2. Provision an Auto Scaling group (ASG) for a highly available infrastructure on AWS. 

Goal:  

To set up a highly available and redundant cloud infrastructure that will automatically recover 

from failures. 

To Achieve: 

Minimal downtime, and meet/exceed user satisfaction 

Deployed Resources: 

• A VPC with 4 subnets (2 public and 2 private) across 2 Availability Zones  

• An Internet-facing Application Load Balancer (ALB) to distribute traffic 

• An Auto Scaling Group (ASG) that maintains application uptime by launching EC2 

instances in multiple AZs 

 

 

 

 

 

 



Architecture diagram 
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Result: 

ALB DNS Name: new-CBA-LB-1538971237.eu-north-1.elb.amazonaws.com pasted on 

browser to give:  

 

 

Key Observations 

• Auto Scaling Activity 

o Activity history confirms successful scaling events, with new EC2 instances 

initiated in response to capacity changes. 



 

o Indicates proper ASG lifecycle execution and event-driven provisioning. 

• Instance Health & Multi-AZ Distribution 

o Instances across eu-west-2a and eu-west-2b are in Healthy state, confirming: 

▪ Successful target group registration 

▪ Passing load balancer health checks 

 

o Demonstrates effective multi-AZ high availability design. 

• Automated Self-Healing Behaviour 

o Upon instance termination, the ASG automatically: 

▪ Detects capacity drift (actual < desired) 

▪ Launches a replacement instance using the launch template 



o Confirms implementation of self-healing, immutable infrastructure. 

• Provisioning Timeline 

o Replacement instances are typically launched within ~2 minutes of termination. 

o Full readiness (including health checks) occurs within 3-5 minutes. 

• Load Balancer Integration 

o Terminating instances are marked Unhealthy and deregistered from the target 

group. 

 

o Connection draining (deregistration delay) ensures in-flight requests complete 

gracefully. 

o Newly launched instances are registered and begin serving traffic only after 

passing health checks. 

• Continuous Capacity Enforcement 

o ASG continuously reconciles desired vs actual state: 

▪ As one instance terminates, another is simultaneously provisioned 

o Ensures no sustained capacity degradation. 



 

• Zero-Downtime Traffic Handling 

o During browser refresh cycles, observed IP address changes confirm: 

▪ Traffic is distributed across multiple backend instances 

▪ The Application Load Balancer (ALB) is actively routing to healthy 

targets 

  

o Validates seamless failover and zero-downtime availability. 

• Operational Visibility 

o Monitoring and console updates reflect real-time lifecycle transitions: 

▪ Launching → InService → Draining → Terminated 

o Provides clear observability into scaling and health events. 

 

Summary 

The system demonstrates a resilient, self-healing Auto Scaling architecture, where instance 

failures or terminations trigger automated replacement, seamless load balancer re-integration, 



and uninterrupted traffic distribution-ensuring high availability and operational continuity across 

the instances. 

 

Screenshots of model setup on AWS console follow. 






























































































